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Introduction

Consumers have high expectations when it comes to 
their experiences with businesses. They also have 
little to no tolerance for downtime, and a slow 

application is as good as down. They’ve come to expect 
personalization, real-time recommendations, and inter-
action with businesses via mobile devices and the web.

About This Book
This book sheds light on how companies can meet and 
exceed customer expectations through technology  —  
specifically by way of modern applications and modern 
data models that leverage distributed cloud database 
technology, which address shortcomings of the tradi-
tional database technologies, such as a relational  database 
management system (RDBMS).

Icons Used in This Book
Throughout this book, I use special icons to call attention 
to important information. Here’s what to expect:

The Tip icon points out helpful suggestions 
and useful nuggets of information.
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This icon points out information that you 
should commit to your memory.

Take heed  — you might just save yourself 
some time and frustration.

Beyond the Book
This book can help you discover more about distributed 
cloud database technology, but if you want to learn more 
about this topic, I have some helpful resources for you:

 » Evaluating Data Management Platforms for 
Cloud Applications: https://goo.gl/pGgSj1

 » Why Your RDBMS Fails at Scale: https://goo.
gl/ZDsX1x

 » Big Data vs. Real-Time Data: https://goo.
gl/1qPFAJ

 » The Architect’s Guide to Customer Experience: 
https://goo.gl/FsWRPw
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Why You Need 
Distributed Cloud 
Databases

A distributed cloud database is a database in which 
operational data is spread across different physi-
cal locations — for example, across different data 

centers, across hybrid clouds (such as private and/or 
public clouds), different public cloud regions of a public 
cloud, or even different public clouds.

Chapter 1

IN THIS CHAPTER

 » Changing customer expectations

 » Looking at the key dimensions of 
modern applications

 » Transforming your business with 
modern applications
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A cloud database may be a native service within a public 
cloud provider, or it may be a database from a cloud-
agnostic software vendor, designed for cloud architec-
tures and requirements. Modern applications make use of 
distributed cloud databases to address modern applica-
tion requirements, which I cover throughout this book.

Cloud-native companies such as Google and Facebook are 
leading the way. Enterprise computing has been primar-
ily a client/server paradigm with isolated systems serv-
ing small to moderately sized user bases. Traditional 
companies have had to become technology companies 
and operate at cloud-scale to accommodate millions of 
customers. Now, all companies need to operate at cloud-
scale to compete and thrive, and they’re leveraging 
cloud-scale technology innovations.

Arguably all businesses moving forward will have to be 
technology companies in some capacity. In order to achieve 
parity and gain true competitive advantage, scaling relevant 
solutions for their customer base will be imperative. Com-
panies that fail to move at cloud-scale will become extinct.

Changing Customer 
Expectations
Customer expectations are being driven by those who 
innovate in the cloud. Companies such as Google, Apple, 
and Facebook set the bar. The bar in this case includes 
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elements such as contextual experiences; immediate, 
always-on accessibility everywhere; instant responsive-
ness; and continuous engagement. In order to address 
these changes, new modern applications are required. 
Modern applications address changing customer expec-
tations through the use of new technologies, such as  
geo-distributed cloud databases.

Introducing the Key 
Dimensions of Modern 
Applications
This section covers the key aspects of modern applications.

Contextual relevance
Contextual relevance means serving appropriate informa-
tion to the user at the right time, through the right 
channel(s). If your applications aren’t providing real-
time contextual relevance, you can bet that your com-
petitors are. Contextual relevance in this day and age is 
driven not only by what a user searches for on Google, 
but also by data such as e-commerce purchases from 
several minutes ago and location data from a user’s 
mobile phone. As a result, the characteristics of the data 
involved are very dynamic. Modern applications need to 
take near real-time and historical contextual information 
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into account from social media, mobile, and other data 
streams to build near real-time context in order to indi-
vidualize the user experience. Companies such as  Amazon 
have pioneered the space of contextual relevance, and 
users expect this type of hyper-customization from your 
applications as a result.

Let’s look at a real-world example. Say you’re headed to 
your local bricks-and-mortar department store. You 
walk in and want to find a shirt that matches the new 
shoes you bought a week ago from the same store. You 
enter knowing that the shoes you purchased a week ago 
were red and black. You’re not completely sure what type 
of shirt you’re looking for other than the color, and you 
aren’t up on the latest fashion trends. So you walk 
through the aisle with some casual button-up shirts. You 
find your color but not the size you need. Frustrated, you 
realize you’ve wasted your time driving 20 minutes to get 
to this store and another 20 minutes home. This is an 
example of a lose/lose situation for the customer and the 
retailer. The customer didn’t find what he wanted, and 
the retailer didn’t sell anything to a potential customer.

Now let’s look at a retail success. You’re headed to your 
local bricks-and-mortar department store. You walk in, 
and you want to find a shirt that matches the new shoes 
you bought a week ago from the same store. You enter 
knowing that the shoes you purchased a week ago were 
red and black. The department store leverages Bluetooth 
beacons via your mobile phone via the store’s app that 
you downloaded last week. As soon as you walk into the 
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store, you receive a message on your phone from that 
app. You can expand your wardrobe with matching acces-
sories for 15 percent off for purchases over $35 as part of 
that store’s 4-hour, today-only flash sale.

Based on your previous purchases that are also popular 
with other shoppers, the app goes on to recommend 
 certain items:

 » A red button-up shirt (sizes small and medium 
available in store)

 » Order size large with this code and bundle with 
in-store purchases at checkout

 » Black watch wrist straps (in stock, aisle 3)

 » Black leather wallets (in stock, aisle 4)

 » Black socks (in stock, aisle 8)

You see the shirt on the app, and you love it, but you wear 
size large. The difference in the user experience is night 
and day. First, the customer doesn’t have to waste any 
time searching for size large for a shirt that matches the 
shoes that were previously purchased. A better customer 
experience is already in process. Additionally, you can 
still take advantage of the flash sale by presenting the 
code to bundle the purchase of the shirt with other items 
purchased in store during checkout! Now you’re think-
ing, “Well, you know, I’ve been needing an extra pair of 
socks anyway, and now that I think of it, my wallet is 
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starting to tear at the seams. It says that these items are 
just a few aisles over.” So you walk over to aisles 8 and 4, 
respectively, place the wallet and two pairs of socks in 
your basket and head to the checkout lane. During check-
out, you present the code to the cashier to scan, and your 
shirt is ordered with free shipping and will arrive within 
two working days. You walk out of the store knowing you 
will get the matching shirt you were looking for and that 
you also found a few other great items that you were able 
to take home with you in-hand. A win/win retail experi-
ence for the shopper and the retailer.

Always available
So what do I mean by always available? You might be ask-
ing yourself, “Aren’t all apps and sites that I regularly 
shop at always available?” Why yes, they are, which is why 
you regularly shop there. User tolerance for downtime has 
been a race to zero. Welcome to zero. No downtime is 
allowed if your company really wants to compete in the 
cloud economy. I’m not talking availability 99.999 percent 
of the time. I’m talking 100 percent of the time.

For Fortune 500 companies, IDC reports that the average 
total cost of unplanned application downtime is between 
$1.25 and $2.5 billion per year. The average cost of infra-
structure failure is $100,000 per hour, and the average 
cost of critical application failure per hour is $500,000 to 
$1,000,000. This seriously impacts your company’s bot-
tom line.
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Instant responsiveness
Instant responsiveness means near real time. Gone are the 
days when a 2-second page load is acceptable. The cloud-
scale players have again set customer expectations.

The business benefits of instant responsive-
ness extend beyond initial customer reten-
tion. Through immediate responsiveness 
that’s contextual, customers will engage and 
interact more with your brand. Engagement 
and interaction are key metrics that ulti-
mately drive financial transactions.

Anytime, anywhere access 
and continuous engagement
Customers are mobile and demand access to your appli-
cation regardless of their location. If a user gets on a 
plane and flies from New York to Paris, she expects the 
same quality of service from your app in Paris as she did 
in New  York. Prerequisites to continuous engagement 
involve instant access, anytime/anywhere access, scal-
ability, constant availability, and contextual relevance.
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Transforming Your Business 
with Modern Applications
Just meeting your customers’ expectations isn’t going to 
be good enough if you really want to differentiate your 
business. You have to exceed customers’ expectations by 
delighting them with personalized, real-time, always-on 
experiences. This happens at the intersection of innova-
tion and capability.
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Cloud Database 
Requirements for 
Modern Applications

Customers expect relevance, availability, instant 
access and responsiveness, continuous engage-
ment, and anywhere access from modern applica-

tions. The real trick here is to choose the right technology 
at the data layer.

Chapter 2

IN THIS CHAPTER

 » Providing context within an 
application

 » Being always on

 » Leveraging data in real time

 » Requiring immense scalability

 » Being distributed in nature
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Contextual
To provide the best user experience possible, applications 
need to provide contextually relevant data, which can 
include items such as the nearest location, a previous 
order at a restaurant, insight into customer buying pat-
terns, recommendations for a movie to watch —  whatever 
they need.

This requires a business to take what it knows about a user 
or customer (historical data) and combine it with what is 
happening (in near real time) to create contextual, 
informed decisions. In order to make this a reality, you 
need a technology that is not only distributed and always 
on but also one that incorporates near real-time search and 
streaming analytics, batch analytics, and graph capabilities 
that help you place events and customers in context.

Always On
Being always on is more or less a fundamental assump-
tion more than it is a requirement, but the data layer can 
facilitate continuous availability.

Let’s assume that your application is going to use a non-
relational data store and be always on. The next question is 
how? Well, non-relational cloud databases such as DataStax 
Enterprise excel at data replication and availability; they 
implement a shared-nothing architecture where all nodes 
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are equal and can facilitate a data layer design with no  
single point of failure. These cloud databases aren’t preoc-
cupied with a single notion of consistency like traditional 
relational databases. Data can be replicated across multiple 
physical nodes and clouds and processed accordingly. Non-
relational cloud databases also don’t rely on cumbersome, 
two-phase commits in order to commit data to the data 
layer. Your app might have multiple nodes for your data-
base in North America and multiple nodes in Europe. 
Because a cloud database can rely on the concept of even-
tual consistency, the database is always available.

Real Time
Did you know that data starts losing value as soon as it’s 
created? Based on this principle, you should leverage data 
in a meaningful way as quickly as possible to deliver the 
highest value to those using your applications.

Let’s explore this concept in a real-world example. In 
Chapter 1, I present an in-store retail scenario: You shop 
for a shirt that matches the shoes that you purchased the 
week before. If that data wasn’t processed within that 
week’s time frame and incorporated, it then would be a 
lost opportunity altogether.

In that example, more occurred than incorporating 
week-old data; the application incorporated near real-
time purchasing trends to make personalized recom-
mendations right then and there for you.
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Take this to the next level and assume that an unusual 
cold snap was headed for your area based on the latest 
24-hour forecast revision. Your recommendation engine 
could automatically add a jacket and knit cap with a mes-
sage that says “Cold weather is on the way tomorrow; 
here are some additional items that will help you pre-
pare.” So not only did you end up buying the shirt that 
was out of stock (via online code at checkout) and picked 
up the popular wallet and socks, but also you grabbed the 
stocking cap to prepare for cold weather that you weren’t 
even aware of based on a revised forecast. Now that’s 
service! Not only is that service that delights the cus-
tomer, but also the retailer’s revenue has now increased 
exponentially.

Scalable
Modern, cloud-scale applications can require immense 
scalability. Potentially, I’m talking about millions of 
users, transactions, and contextual information all the 
time. Assume that you used a traditional relational data-
base, which primarily scales up as opposed to scaling out. 
Distributed cloud databases on the other hand were built 
to scale out as a first principle. If your data volume grows, 
scale-up architecture requires you to add more proces-
sors, RAM, and disks to meet the scaling needs and typi-
cally requires downtime. Scale-out architecture, on the 
other hand, allows you to scale easily using commodity 
servers with no downtime.
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Distributed cloud databases, such as DataStax 
Enterprise and DataStax Managed Cloud, 
have scalability baked directly into the archi-
tecture. When additional nodes come online, 
data is evenly and incrementally redistributed 
to allow for linear and predictable growth 
and scalability.

Notice I say “incremental growth.” This isn’t always a 
given when using other types of database technologies 
such as relational databases. Distributed cloud databases 
can provide linear scalability. This is where you can add 
additional nodes and compute capacity and have a clear 
understanding of how it will benefit your application’s 
overall performance.

Distributed
Being distributed in nature means that requirements 
such as availability and disaster recovery are met with 
ease. True distributed databases allow the database nodes 
to span multiple regional and global data centers, clouds, 
and service providers. You have 0 percent chance of 100 
percent uptime if you’re in one data center.

These materials are © 2018 John Wiley & Sons, Inc. Any dissemination, distribution, or unauthorized use 
is strictly prohibited.



16
These materials are © 2018 John Wiley & Sons, Inc. Any dissemination, distribution, or unauthorized use 
is strictly prohibited.

DataStax, for example, is a data management 
company that provides database technology 
that spans hybrid cloud and multi-cloud 
environments. A single DataStax cluster can 
span multiple environments while appearing 
as a single data store to the consuming appli-
cation. DataStax also provides “location 
independence,” which supports the flexibil-
ity to read and write to any data center.
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Looking at the 
Importance of 
Data Autonomy

Data autonomy essentially means that your data is 
under your complete control. Your data is essen-
tially free — free as in freedom to be moved from 

one cloud provider to the next or to split up and physi-
cally place as you please, independent of the underlying 
infrastructure.

Chapter 3

IN THIS CHAPTER

 » Achieving business agility, 
compliance, and data sovereignty

 » Leveraging hybrid cloud as a 
strategy

 » Looking at security

 » Hedging against your cloud 
provider becoming your 
competitor
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A great use case illustrating the important concept of 
data autonomy is Walmart. It’s no secret that Walmart 
and Amazon are competitors in the new cloud economy. 
Many of Walmart’s key technology providers have built 
their cloud offerings on Amazon’s cloud.

Walmart isn’t too keen on having its sensitive corporate 
data stored and processed in a cloud environment oper-
ated by a chief rival. Subsequently, Walmart issued an 
edict stating that all suppliers that want to continue 
doing business with Walmart need to move their applica-
tions off Amazon’s cloud.

This example teaches you that technology companies and 
so-called non-technology companies are really one and the 
same in today’s economy. Yesterday’s tech provider can 
become tomorrow’s lead grocery chain (for example, 
 Amazon’s Whole Foods acquisition). You need to be in con-
trol of your own data, regardless of the cloud provider or 
platform that it’s on. Your business can’t afford vendor 
lock-in. You also need to manage and place your data to 
accommodate customer requirements and governmental 
regulations.

Business Agility
Having data autonomy allows you to take advantage of 
the benefits of various public cloud providers (for exam-
ple, price wars, geographic availability, and so on) and be 



19
These materials are © 2018 John Wiley & Sons, Inc. Any dissemination, distribution, or unauthorized use 
is strictly prohibited.

agile when market changes requires you to quickly switch 
or add cloud providers.

Compliance
Having complete control of where your data sits, how it’s 
stored, and who has access to it, helps you meet govern-
ment regulatory and internal compliance requirements 
such as SOX, PII, HIPAA, and GDPR.

Complying with regulations implies the notion of control 
and accounting. Distributed cloud databases allow you to 
place your datasets and partition them where and when 
you want on the platform of your choice.

Let’s take the example of the European Union’s (EU) new 
General Data Protection Regulation (GDPR). Fundamen-
tally, the purpose of the GDPR is to protect the personal 
information of EU citizens, especially when transacting 
with companies and systems abroad.

The GDPR places a significant emphasis on the notion of 
data jurisdiction. In order to be GDPR-compliant, you 
need to place your data in zones or jurisdictions that 
serve the customer base in question. If you’re an applica-
tions architect, you also need to find a way to design your 
data layer so data for particular jurisdictions physically 
resides and is processed in those zones.
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How can you parse data for EU customers 
using an RDBMS? Remember that relational 
databases aren’t too fond of having data iso-
lated. It can be done through techniques such 
as sharding, but it’s extremely difficult to 
manage, and the results aren’t always 
 predictable from a performance standpoint.

In an RDBMS world, you can create an entirely separate 
instance of your application that serves the EU, but think 
of the operations cost, not to mention the fact that you 
wouldn’t have a single operational transaction base glob-
ally. Solving data jurisdiction issues with RDBMS technol-
ogy isn’t exactly straightforward and may not be feasible.

Distributed cloud database technology can 
save the day. With distributed cloud data-
bases, you can partition datasets and data 
distribution and have control of where your 
data resides, allowing you to address data 
jurisdiction issues specific to the GDPR and 
other regulations.

Data Sovereignty
To have data sovereignty is to have full control of the loca-
tion of your data for the purpose of complying to national 
data privacy regulations. It incorporates principles such 
as portability and control. With full control comes com-
plete flexibility. It’s your data; you should be able to 
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process it on any platform you choose and store it at a 
location required for compliance purposes.

Hybrid Cloud
If you run in Amazon Web Services (AWS), 
using one of its cloud database services for 
your apps might seem convenient at first.  
Be careful — you’re on the path toward ven-
dor lock-in. You want to be able to use differ-
ent public clouds or your own private cloud 
or multi-clouds as required.

If the cloud database is native only to that public cloud, 
you’re essentially locking in your data and your business 
to that public cloud. And for a portable database, such as 
MySQL or Postgres, the more features that you leverage 
of a given cloud platform that are native to that cloud, the 
more complicated it will be to move your data to another 
platform.

Security
Having your data secure helps you achieve governance 
and compliance. To keep your data secure, you need a 
platform like DataStax Enterprise that provides identity 
management for authentication and authorization, as 
well as end-to-end encryption and auditing.
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Competitiveness
As strange as it sounds, your public cloud provider just 
might become your competitor tomorrow. Whether it’s 
Amazon launching its own diaper, clothing, grocery, or 
shipping businesses or Google dabbling in self-driving 
cars, no segment is immune. Do you want your primary 
competitor to have access to your data? Even the knowl-
edge of where your data is and how it’s growing is highly 
proprietary and sensitive. You need to retain control of 
moving your data as the market and competitive land-
scape dictates.
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Why Traditional 
Databases Don’t 
Work for Modern 
Applications

Traditional databases were designed for client-
server applications, such as ERP and CRM, to func-
tion at a scale suitable for several hundred thousand 

Chapter 4

IN THIS CHAPTER

 » Understanding CAP theorem 
and ACID

 » Looking at velocity, variety, 
and volume

 » Defining geo-complexity

 » Scaling up versus scaling out
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users if designed correctly. But ERP and CRM aren’t 
lighting the world on fire anymore. They are back-office 
functions that are considered to be a basic requirement.

Real innovation happens in the cloud at cloud-scale. 
Cloud-scale means millions of potential users and cus-
tomers across the globe, coupled with datasets and 
streams from varied sources such as social media, IoT, 
and geo-location. Cloud-scale is the realm of big  
operational data, and distributed cloud databases are built 
to handle big operational data.

CAP Theorem and ACID
When evaluating data stores and database 
technology for big operational data, you 
always have to consider design. Traditional 
databases have been preoccupied with the 
notion of ACID: Atomicity, Consistency, Isola-
tion, Durability. Strictly adhering to ACID is 
sensible in some circumstances, such as man-
aging certain types of financial transactions, 
but it isn’t strictly necessary for all data types. 
For instance, modern applications employ 
user profile and behavior data as well as other 
datasets that can allow for partitioning.

This brings us to the CAP (Consistency, Availability, and 
Partition Tolerance) Theorem. Traditional RDBMS data-
bases have low partition tolerance and as a result are 
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often not well suited for distributed application 
 requirements. The best distributed cloud databases, on 
the other hand, allow for tunable consistency, high avail-
ability, and geographic replication.

Velocity, Variety, and Volume
Big operational data is fast and comes from a variety of 
sources and in high volume. Modern cloud-scale apps 
need to ingest this data quickly. With an ERP system, the 
notion of assets and corporate resources are well-defined 
constructs that can be rigidly defined in advance, but 
consumer facing cloud-scale apps don’t have this luxury. 
These apps must accommodate different datasets and 
structures on the fly without completely retooling the 
underlying data platform in the process.

An RDBMS typically operates in the gigabyte and low ter-
abyte range. Non-relational systems can handle tera-
byte- and petabyte-sized datasets with standard 
incremental scale-out approaches. With an RDBMS, you 
have to scale up first and unnaturally scale-out using 
techniques such as sharding. An RDBMS forces ACID 
constraints by default. This means that rows and tables 
are locked while commits are taking place, which impacts 
scalability. Non-relational databases are designed for 
volume at the outset.
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Geo-Distribution
Geo-distribution is the ability for the data to be replicated 
across large geographical distances. When introducing 
geo-distribution to RDBMS, factors such as network 
latency can be a complication. Application users are dis-
tributed around the globe and expect local performance, 
which is almost impossible with an RDBMS. The unfortu-
nate solution for users will be connecting to a single data 
center, wherever it is in the world. In a global economy, 
your data needs to be global as well.

Scaling Up versus Scaling Out
An RDBMS is designed to scale up as opposed to scale out. 
But you can only scale up so much because of single-
instance hardware limitations. What if you reach the 
limit of processing capability to manage your near real-
time big data activities? This isn’t something you’re 
going to be able to do with traditional hardware, but with 
distributed cloud databases, it should be no problem. 
Simply add nodes until you have what you need. It scales 
linearly as well, which means you can predict your scal-
ing needs.
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Moving Beyond 
Traditional 
Databases

Non-relational databases have several categories, 
including tabular, key-value, graph, and docu-
ment databases, and then there are multi-model  

databases like DataStax Enterprise that support all these 
data models. You can pick the right option to fit your 
development needs. I cover them all in this chapter.

Chapter 5

IN THIS CHAPTER

 » Looking at non-relational 
database categories

 » Understanding different types 
of databases
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Tabular Databases
Tabular databases are data stores that organize data into 
cells in groups of uniquely numbered rows and columns 
of data where each column has a name and data type. 
Unlike the tables used in relational databases, non- 
relational tabular databases provide one primary key and 
don’t support joins or indexes.

Key-Value Databases
Key-value databases have a given key and an associated 
value. While relational databases require the developer or 
database administrator (DBA) to predefine a set of related 
tables, fields, and data types, key-value databases don’t 
require a predefined schema. Key-value databases allow 
for high performance, scalability, flexibility, and low 
complexity. Key-value NoSQL databases are the simplest 
variety of NoSQL data stores.

An example of when and how you would leverage a key-
value database includes a scenario where you need quick 
access to simple records or collections of objects with a 
series of associated attributes. Here is an example of a 
JSON structure/array you might find in a key-value 
datastore:
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{customerid: "1234",

 city: "St. Louis",

 state: "Missouri"

}

Graph Databases
Graph databases specialize in managing datasets with a 
high number of complex relational information. Rows 
and tables aren’t necessarily the most natural means of 
expressing complex data relationships. Graph databases 
are generally faster than relational databases for associ-
ative datasets.

Common use cases that are conducive to graph databases 
like DataStax Enterprise Graph include customer 360, 
fraud detection, and personalization in financial services, 
retail, and healthcare verticals.

Document Databases
Document databases extend the concept of key-value 
databases. Document databases allow for entire data 
structures to be defined in JSON structures beyond a sim-
ple key-value pair and are considered to be semi- 
structured data structures. Document databases support 
a richer query structure to interrogate components within 
the JSON sub-structure.
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The following is an example of a record in a document 
database:

{ "name" : "George",

 "grades" : [ A, B, D, D ]

}

Multi-Model Databases
Multi-model databases like DataStax Enter-
prise can handle different data types to 
accommodate different application require-
ments within the same data management 
framework without a developer having to 
seek a new system for every new application 
requirement type.
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