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Patrick McFadin: I like three steps, but we'll take four.

Jeff Carpenter: But I did four because it's an even number and it's also two squared. And, 2020, 
lots of twos. I'm feeling it.

Patrick McFadin: That is the mathiest answer I've ever heard.

Jeff Carpenter: I was really trying, I don't have a quite a dad joke repertoire that you have, but...

Patrick McFadin: I do love prime numbers and this is not a prime number so we're just going to 
have to run with it.

Jeff Carpenter: No, but it's composed of primes.

Patrick McFadin: Composed of, well, two's are primes.

Jeff Carpenter: Product primes.

Recording: From DataStax. This is the Distributed Data Show podcast.

Jeff Carpenter: Hey, it's a new year. We're back at it here on the Distributed Data Show. This is 
Jeff Carpenter with Patrick McFadin.

Patrick McFadin: Happy New Year, Jeff.

Jeff Carpenter: Happy New Year to you. You got any good 2020 dad jokes?

Patrick McFadin: I want to do a commit on 2019 and not a rollback.

Jeff Carpenter: Okay.

Patrick McFadin: I'm sorry. That was the best I got.

Jeff Carpenter: Okay. Well, we'll continue to work on that.

Patrick McFadin: Yeah. All right, good. All right.

Jeff Carpenter: We're going to fail forward. Fail fast. So-

Patrick McFadin: I'm not going to talk about any 2020 vision things. I'm pretty much done. 
Instagram ruined it for me.

Jeff Carpenter: Okay. Gotcha.

Patrick McFadin: Yeah.
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Jeff Carpenter: Yeah. We're not throwing any shade. It's too early in the year for that man. 
Everything is new and happy. Although I want to talk about a topic that is a little 
bit of an evergreen kind of topic, which is, we've been talking about migrating 
off of relational databases to Cassandra for years, but there are still plenty of 
people that are just getting started [crosstalk 00:01:29] migrating from 
relational to Cassandra.

Patrick McFadin: Well, it's the easiest use case because you're probably using relational 
somewhere and you probably have run out of it.

Jeff Carpenter: Run out? Expand that. What do you mean "run out of it"?

Patrick McFadin: Well, it's... This is my first use case with Cassandra back in, I'm not going to say 
when, but the day, and it wasn't 2020.

Jeff Carpenter: It wasn't that long. It was in another decade I guess but-

Patrick McFadin: It was at another decade. Yeah. But sure. I mean it was because the relational 
databases will scale right up until you run out of it. And, you're stuck. There are 
ways to prop it up a little bit. Some things like sharding, which I still think is a 
thing which cracks me up. Why are we have a thing called sharding still? And 
then read replicas that help on the read side or some crazy caching schemes in 
the front, like throwing a memcached or redis or something in front of it.

Patrick McFadin: So I was like, "oh". Then you're really not even using your database and you're 
decoupling your entire data set.

Jeff Carpenter: Right. These are band-aids.

Patrick McFadin: Band-aids that, I mean sure they do help. I mean, and then there's other things 
that we do, and this is what's funny too, is we do things like denormalize our 
datasets in a relational database so that we get faster performance cause joins 
hurt.

Jeff Carpenter: Right.

Patrick McFadin: Yeah. So...

Jeff Carpenter: No, that's a good expansion of the problem.

Patrick McFadin: Right.

Jeff Carpenter: I've been through, personally, one migration, one such migration. I've blocked 
some of the more painful parts of that from my memory. There were parts of it 
that went well and then there were [crosstalk 00:02:56] some parts that were 
challenging.
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Patrick McFadin: Well, let's work on that. Have a little group therapy. We can flush out the 
wound a little. Let's share.

Jeff Carpenter: But the reason I started thinking about this again, it was actually your fault 
because I am updating the Cassandra book, third edition, the definitive guide 
coming out soon.

Patrick McFadin: I'm pretty excited about that by the way.

Jeff Carpenter: I took the bold step of asking your opinion like, "Hey, what should I do to make 
this book awesome?" And you were like, "You know what, I think it needs?" And 
then what did you tell me?

Patrick McFadin: More pictures? No, no, no. Those would be great. But no, I said what everyone 
has a problem with is migrating from a relational to Cassandra.

Jeff Carpenter: Right. And then I was like, "Oh man, another chapter? I would love nothing 
more.

Patrick McFadin: Yeah. So does your editor at O'Reilly.

Jeff Carpenter: Yeah, I know. And then one thing led to another and I was like, "Darn it, that is a 
really good idea and I'm going to do it."

Patrick McFadin: That's everyone's problem because relational databases are the most widely 
distributed, or I should say widely used databases in the world. Sure. I mean, 
they've been around for 40 years. And it's just natural to think that that would 
be a common use case where you're going to move from one to the other. And 
when it happens, there's never just one way of doing it.

Jeff Carpenter: Right.

Patrick McFadin: And that's, I think that's where people get tripped up. It's not like there's a tool 
that says magically migrate, right?

Jeff Carpenter: No, but I think that there are some recipes and some techniques. So that's 
something that you and I put our heads together and kind of tried to distill it 
down to like, what are the steps, what are the key steps in a migration? So let's 
see if we can break it down here, talk through real quick and see if we can give 
people a roadmap.

Patrick McFadin: So let's start with the why. So where are you at when it's time to do this? So 
let's have a good reason to do it.

Jeff Carpenter: Because my boss said so?
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Patrick McFadin: Well that may be one of the cases. Sure. But why-

Jeff Carpenter: You mean engineering reasons? Okay.

Patrick McFadin: Yeah. The more important reasons, engineering reasons. Bosses changed 
engineering rules do not. Some of the reasons you may want to change, and 
these are criteria, is again you've run out of some sort of capacity either by 
volume or by a transaction and-

Jeff Carpenter: Oh good. Yeah. Okay. Okay.

Patrick McFadin: So if you've run out of... You just can't scale it anymore and you're stuck with a 
situation where you need to do something different that's very common. "Hey, I 
can only do X amount of transactions per second and my e-commerce app 
needs 10 times that."

Jeff Carpenter: I've hit the ceiling or I'm forecast to hit the ceiling.

Patrick McFadin: Or worse, it could go infinite. I don't know. It could go 1,000, 10,000 more. This 
is Facebook's problem. Back in the day when they were just like, "Okay, well 
we'll run MySQL." And then they figured out uh-oh, the whole world is signing 
up and then they got into some really bad trouble with MySQL.

Patrick McFadin: So that's one reason. Another reason is becoming more common in today's 
economy. Global economy is the need to be distributed just because where 
your customers are and-

Jeff Carpenter: Global distribution.

Patrick McFadin: Right. There was-

Jeff Carpenter: Let's be in a data center close to our customer.

Patrick McFadin: Here's a great example. This is one of my favorite stories from Spotify. Spotify 
early days had a single Postgres database in a data center in-

Jeff Carpenter: Sweden?

Patrick McFadin: No, in London. Outside. I think it was in Slough, which is a wonderful place 
outside of London and they had basically this cage that was locked down 
because it was the source of all user profiles and this is in a blog post 
somewhere. Well, if we can find it, we'll put it in the show notes, but the... 
Google's your friend. But essentially what it meant is that anyone, they could 
distribute the read replica.
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Patrick McFadin: So if you were using Spotify say in the U.S. Or in UK, wherever you were, and 
you said, "Show me my profile," it could be read locally. But if I said I wanted to 
change my phone number or something like that, that update had to go back to 
the source server in London and-

Jeff Carpenter: Oh yeah, one source of truth.

Patrick McFadin: One source of truth. And so therefore that server had to have the most epic 
amount of uptime or Spotify was pretty much down. So, and that was a good 
story. And they migrated all of that into Cassandra to distribute because they 
wanted to be a global business. They had a real need for that. So there was a 
migration story there.

Jeff Carpenter: Is there a cost reason as well?

Patrick McFadin: Well, yeah, being offline costs a lot. Users not wanting to use your system 
anymore, that's very costly problem. But I mean, what are you saying? Like an 
ROI problem?

Jeff Carpenter: Yeah. Or a licensing or, there's all kinds of-

Patrick McFadin: No, there could be that too. You're trying to squeeze as much out of your Oracle 
database as possible. That's my other favorite saying is Oracle scales right up 
until you run out of money.

Jeff Carpenter: Yeah, exactly. Licensing costs, cost of ownership, opportunity costs, et cetera.

Patrick McFadin: Yeah, it's just a different scale.

Jeff Carpenter: Yeah. You wasting your time and money trying to make something scale that's 
normally not going to get you there. Okay. That's a good distillation of the why. 
So we kind of came up with four different phases I guess in the relational to 
Cassandra migration. So very simple, we'll kind of unpack each one of them. But 
the four steps: Adapting your data model, adapting your application, planning 
out your deployment, and last actually executing the transition, moving the 
data.

Patrick McFadin: Four easy steps, right?

Jeff Carpenter: Yeah. You're supposed to have a seven step plan to do anything or a 12 step 
plan.

Patrick McFadin: I like three steps, but we'll take four.

Jeff Carpenter: But I did four because it's an even number and it's also two squared and 2020, 
lots of twos. I'm feeling it. Four steps.
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Patrick McFadin: That is the mathiest answer I've ever heard.

Jeff Carpenter: I was really trying, I don't have a quite a dad joke repertoire that you have, but...

Patrick McFadin: I do love prime numbers and this is not a prime number so we're just going to 
have to run with it.

Jeff Carpenter: No, but it's composed of primes.

Patrick McFadin: Composed of, well, twos are primes.

Jeff Carpenter: Product primes. Let's break it all down. Adapting your data model.

Patrick McFadin: All the math nerds are out there screaming at their phone right now.

Jeff Carpenter: Like, "Will you shut up. Just get on with the migration episode." So we are going 
to adapt our data model. I had a great conversation with a guy yesterday, you 
know we go and do developer days, Cassandra days, talking to people. His 
comment to me at the end of the day was interesting because it was like, "As a 
DBA..." Knows all the ins and outs of SQL. He was like, "I really like that 
Cassandra query language. CQL how similar the syntax is to SQL, or at least 
some of the terminology is largely the same."

Jeff Carpenter: And I was like, "Well aren't you bothered by the fact that some of the..." Just to 
kind of tease it out a little bit, just to play devil's advocate, "Aren't you bothered 
by the fact that some of the commands don't work exactly the same?" He's like, 
"No, I just like it cause I'm kind of in my comfort zone." It feels familiar but then 
you could get lulled into a trap. Right?

Patrick McFadin: Sure. I mean comfortable is never safe.

Jeff Carpenter: It's great. The CQL is similar to SQL, but it's not exactly the same. And I can't just 
port my exact same tables over when I'm going from relational to Cassandra.

Patrick McFadin: No, and that's an easy fallacy to fall into is like, "Oh well I'll just create a table 
over here and it looks pretty much the same and it might make my primary key 
pretty similar to that if I can." And then what happens is it blows up in your face 
because you're taking a database that's based on normal forms. And that 
normal forms require foreign keys and you're not going to get those. So, but I 
think-

Jeff Carpenter: Yes.

Patrick McFadin: Here's a caveat though, and I've noticed this before, if you built out a 
completely de-normalized data set in a relational database, that actually can 
port over. That's a fascinating thing.
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Jeff Carpenter: If you built out a de-normalized design I guess more optimizing for performance 
for minimum latency of your query, instead of optimizing for a minimum data 
storage, because that's what normalization taught you to do, right? Minimize 
data duplication and minimize the total amount of storage you're using. Now 
we're optimizing for something different. It's not totally foreign to a DBA that's 
use to designing tables for normalization.

Patrick McFadin: You got to know your primary keys, the correct primary key. A Cassandra 
primary key is different from a relational primary key for reasons, which is, 
you're asking for specific data with a primary key in Cassandra where with the 
primary key in a relational database, you're simply saying, this is a unique part 
of this. This is a unique record. It doesn't play as much into the query pattern. 
Where you can build query patterns around a primary key in a relational 
database. The primary key is really the queries, the mainstay of the query in 
Cassandra.

Jeff Carpenter: So one of the things that usually happens, I get in a room with a bunch of 
developers, a lot of DBA's sometimes doing a workshop. We're, "Hey, we're 
going to teach you Cassandra data modeling." And the very first exercise you do, 
the question always comes up,. Where's the join? I can't do the join. And then 
by the end, it's really great to see by the end of that data modeling section, the 
light goes on when we say things like, "Okay, we're just using de-normalization. 
Instead of a join, the join that you would want to do, why don't you just build a 
table that has all of the data that you would want to include in that join?" And 
the light goes on and they start to get it and they turn out to be... It's funny 
because some of the people that are kind of the most insistent that they really 
need to have a join, a lot of times by the end of that workshop or like, "Oh that 
makes total sense."

Patrick McFadin: Yeah. Well and that takes us to this-

Jeff Carpenter: And they're extremely comfortable with it and it took like an hour and a half.

Patrick McFadin: And that takes us to the next thing is then you're into application land.

Jeff Carpenter: Okay. Application land, adapt your application step two or phase two of four.

Patrick McFadin: Yeah. Once you get that data model right, then you got to make your 
application work with it. And I think it's actually easier to write an application 
with Cassandra than it is with a relational database, I would say.

Jeff Carpenter: Yeah, it is. And I think a lot of times we see that there's actually a choice here 
because sometimes people are adapting an existing rather large semi monolithic 
application and you can certainly port that over. A lot of times people are also 
doing a modernization effort at the same time and they're breaking down that 
monolith into a bunch of microservices. So I think we see both cases really like, 
"Hey, I'm just updating my monolith to use the Cassandra driver instead of my 
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JDBC driver or ODBC driver or I'm actually refactoring everything and making a 
microservice application." I think both of those cases work. Right?

Patrick McFadin: Well sure. And the Cassandra drivers that we ship with the project, well 
DataStax has a ton of them and then there's others that are out there, but they 
all work. There's some like Go SQL for instance, is an opensource driver. They all 
do a ton of work for you, where if you've worked with JDBC you have to really 
work at making those right. And they don't give you a lot of help. And so that's 
why I say one of the reasons it's easier is working with the drivers is really easy. 
But then your application needs to be thinking about the terms that you put 
into your data model. This primary key is this query, this is what I'm going to pull 
from and I'm going to set. But at that point you're making some decisions inside 
your application, which is a consistency level, which you probably should just be 
using Quorum all the time unless you have other reasons.

Jeff Carpenter: Local Quorum. My favorite.

Patrick McFadin: Local Quorum if you're using multiple data centers, right? And when you're in 
that world of less choices, you have less opportunities to make mistakes and 
that's pretty cool. There are a couple of other things to think about too is not 
only consistency but the higher order consistency, like using a lightweight 
transaction. Do I need to have exclusive right to a particular field?

Jeff Carpenter: Or, or when do you use batches and not to rehash, cause we've done episodes 
recently on some of those topics about when to use lightweight transactions in 
batches. But it's so funny because the DBA's, are often like... They get it more 
than some of the app developers sometimes and they're the ones taking the 
notes and they're like, "I'm going to make sure that I go and tell the app 
developers about this and make sure that they know when to use these batches 
and when to use these lightweight transactions." So hey, application 
developers, you need to get smart on using the right tools that Cassandra gives 
you for consistency. Otherwise you'll hear from your DBA and maybe it's you 
and you're talking to yourself if you're a sitting on both sides.

Patrick McFadin: I was going to say DBA is probably the last person gets a phone call. It's usually 
like you're going to be disappointed at some point and because there are 
choices that you need to know what the choices are. But I wouldn't stress too 
much about it. Consistency is a lot easier in Cassandra than people expect. They 
think you have to kill a chicken or something to make it work. It's not that 
complicated. Using Quorum or Local Quorum generally is the right choice 
because that's strong consistency. And as you learn and never use all, everyone 
thinks, "Oh all it's, it's always consistent." No that's a bad idea and I'll let you go 
figure it out on your own why. But then knowing why batches play well with the 
consistency thing, especially with multiple partitions or multiple table updates. 
So these are all application design decisions that make your life easier as an 
application developer.
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Jeff Carpenter: All right, so phase one, adapt your data model, phase two adapt your 
application. Phase three is planning out your deployment.

Patrick McFadin: It won't be a single server.

Jeff Carpenter: You're going to need however many machines, you're going to want to do some 
data sizing estimates to figure out number of transactions per second that 
you're going to want out of the database. How much data are you going to be 
storing? Depending on-

Patrick McFadin: There's some good docs on the DataStax docs website, you can find a sizing 
exercise on that.

Jeff Carpenter: Yes, exactly.

Patrick McFadin: It's very helpful and I will... Spoiler alert. It's a lot easier to do sizing with 
Cassandra than any other database because the data you put in it, is the data 
that it stores.

Jeff Carpenter: Well, why would it be otherwise? What do you mean?

Patrick McFadin: Well, because that's not how relational database... They do blocking. They'd set 
up [crosstalk 00:17:48] segments.

Jeff Carpenter: Oh, I see, yeah pre-allocating space and yeah, yeah right.

Patrick McFadin: Pre-allocating all that space, and it has to be because it's random access.

Jeff Carpenter: Right. Okay, so Cassandra is literally like what you put in is what is stored. You 
leave columns blank, no bytes are wasted.

Patrick McFadin: None are wasted and they're compressed sometimes, but not wasted. Yeah. 
Log-structured merge-trees, this is how they work.

Jeff Carpenter: But you don't need to know that. Just hit the button. Trust me.

Patrick McFadin: Yeah, but planning your deployment is, this is probably goes back to that 
original reason why. Why are you doing this? Well, it wasn't because if it was a 
reason was I needed to have a distributed database where I'm running out of 
capacity then planning your deployment to maintain the capacity needs you 
have, but also thinking about how you would want to grow. And boy, this is one 
of my number one pet peeves is when people create a static cluster where they 
don't think it'll ever grow.

Patrick McFadin: If you're using a distributed database that will grow somewhat dynamically, 
have a plan. And if I need more capacity, don't wait until it's an emergency that 
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you need it and figure it out then. This is how you war game a little bit before. 
Like just learning how to use Cassandra properly is also being able to expand 
and contract the size of your cluster. And it isn't that complicated. There's tricks 
and things you need to understand because it's not the same as a relational 
database for sure. Which is add more CPU. Call HP for bigger server.

Jeff Carpenter: Will you find that in the log?

Patrick McFadin: Yeah, you need a bigger server. Call your sales rep. But it's a process you have to 
know how to do and that can be the... I feel like once you understand that, 
that's going to be the most exciting part of your Cassandra deployment is, 
"Wow, I am not constrained anymore."

Jeff Carpenter: Yeah, and I think one of the things that's a little bit of a game changer is thinking 
about, okay, how many, I could add another data center in another location, 
region. It could even be in another cloud provider. We know that Cassandra 
does really well with hybrid and multi-cloud deployments and one of the other 
things that I sometimes run into is people still maybe having a mindset that they 
need to have a disaster recovery data center. And why do you need that now?

Patrick McFadin: That's gluing old thinking. That's like moving your old data model or trying to 
copy a table into from one to the other copying a table from relational database 
to Cassandra copying the same type of typology decisions you make in relational 
to Cassandra. The standby data center? No. Do active-active.

Jeff Carpenter: Active-active, that's where it's at.

Patrick McFadin: It's a great thing to learn. And if you want to look at the most powerful users of 
Cassandra and what they do, they use active,-active as just a normal way of life.

Jeff Carpenter: Right. And it only makes sense because that means all of the infrastructure that 
you're using is actively in use. It's not either like a hot backup that's consuming a 
lot of resources with no purpose, no actual business value. Or the alternative is I 
only fire up the disaster recovery data center once or twice a year and I may or 
may not do a full restore from tape to make sure that it actually works.

Patrick McFadin: You should be if you aren't.

Jeff Carpenter: It's cost prohibitive and a lot of effort to do that.

Patrick McFadin: No, it totally is. And I'll tell you, the bragging rights when you're in active-active 
is amazing. I mean, you want to have a 2020 brag. That's a good one, right 
there.

Jeff Carpenter: People just don't look at you the same way anymore. They stand up and pay 
attention.
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Patrick McFadin: Well, it's amazing how many times I've seen people do presentations about 
being in active-active and the disbelievers. It's like you get up there and tell 
people the earth is flat. Maybe that's a bad idea cause it's like, no, it really is 
true. It's not like you're up there to saying nonsense, but it is fun.

Jeff Carpenter: Okay. Well you know what, I think we're going to do a conspiracy theory deep 
dive after we hit the stop button on this recording. But yeah.

Patrick McFadin: Yeah. I mean, and I'll tell you right now, if you, if you are doing active-active and 
you want to tell the world about it, let us know. We will love to amplify your 
voice.

Jeff Carpenter: We would. Okay, so phase one, adapt your data model, phase two adapt your 
application. Phase three, planning your deployment and phase four actually 
moving the data. We've done a lot of planning and a lot of writing and a lot of 
data modeling. Now it's time to make it happen. What are some approaches for 
actually having a successful migration?

Patrick McFadin: Well, I think the goal... I mean the other thing you could brag about is having a 
zero time upgrade.

Jeff Carpenter: Zero downtime.

Patrick McFadin: Yeah, it is doable and I've actually worked with, when I was doing more 
consulting work for Cassandra, I helped move a bunch of relational databases or 
Cassandra without any downtime. And that was-

Jeff Carpenter: What does that look like?

Patrick McFadin: Well the trick in that particular case was using that middle layer, like a 
microservices data access layer that could talk to both databases.

Jeff Carpenter: Okay. So are we talking a dual write scenario?

Patrick McFadin: Yeah you do shadow writes into one database. So if you're doing reads and 
writes into your relational and you want to migrate to Cassandra, once you have 
your data model ready, migrating the data into the correct data model. That's 
one thing. But then making sure you're maintaining all the reads and writes one 
of the things you can do, which is really helpful because data in Cassandra is 
item potent, is you can start the reads and writes, all the write data can go into 
Cassandra. So the reads, you'll take your reads off, say like your Oracle database 
where MySQL while you're still migrating, but you can start doing the writes. 
Then you can do your copy of your data. And because it's item potent any 
overlap is just an override, it'll be fine. You're not going to get duplicate data in 
the two systems.
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Patrick McFadin: So that's a good way to ensure you don't have duplicate data. But once you're 
reasonably sure that this is holding, this is the correct implementation, no errors 
in your deployment, et cetera. You can, flip that over on the data access layer so 
the application doesn't even know where it's getting its data. It doesn't care 
because you're presenting it in JSON or something like that, your application.

Jeff Carpenter: Okay. So I like the strategy that you're doing. Just to be clear, I think you're 
basically first starting to move writes over and replicate writes to Cassandra let's 
say or, and then kind of doing a bulk migration in the background or bulk load in 
the background and then you can serve reads off of both systems, which you 
probably don't want to do is the hardest problem, which is serving both reads 
and writes from your legacy database and Cassandra while trying to keep them 
in sync in two directions.

Patrick McFadin: Yeah, we're getting into some really crazy master data management scenarios. 
But when I've done this at banks, of course they want six months reading from 
both databases and then making sure that at no point was there a discrepancy 
between the two. But I appreciate that. That's great. But eventually what 
happens, they just turned off their old database and that's fine.

Jeff Carpenter: And that's actually the... The thing is the additional effort required to both 
maintain that two-way sync and to verify it. Question is, what is the value? I 
mean you may have a regulatory concern and then maybe you have to do it, but 
otherwise, why would you do that?

Patrick McFadin: If you're a startup and you can take an hour of downtime, just migrate the data. 
And your mileage may vary. I'm giving you the most extreme example, but I'm 
just giving you that as look at the highest level of concern for your data. It is 
totally possible when you're in a regulatory environment where every bit 
counts. This is not an impossible task and you can do it without downtime. 
That's pretty cool. Now those are braggable.

Jeff Carpenter: Perfect. Okay, well we want to hear some of those stories. A great place where 
you might consider sharing a story like that about your successful migration 
from a relational database to Cassandra or any other story that you want to tell. 
It would be great to have your talk at the Accelerate conference.

Patrick McFadin: I think it would be really exciting to see a whole track of, "I may upgraded from 
database to Cassandra," so line them up. Let's go people.

Jeff Carpenter: Well let's go and we actually have two Accelerate conferences pretty close to 
each other here in May, you know San Diego, right?

Patrick McFadin: May and June.

Jeff Carpenter: And then, oh that's right cause I guess the London and actually does is it start in 
May and finish in June or is it all in June? I forget.
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Patrick McFadin: Yeah. So the Accelerate conference is in May in San Diego and then two weeks 
later in June in London.

Jeff Carpenter: That's right.

Patrick McFadin: So we're just not going to stop. We're just going to keep going. Yeah, I think 
that's-

Jeff Carpenter: But our CFP is closing here in January. So that window is rapidly closing and we 
want to get as many of your talks in there as possible. So keep them coming.

Patrick McFadin: Please. Please, please. Because the community thrives off of information and 
the best information is user to user.

Jeff Carpenter: Exactly.

Patrick McFadin: Come share. Be a part of the community. We love you.

Jeff Carpenter: There's no talk like a user talk.

Patrick McFadin: And there's no adulation like nerd adulation. When your peers say, "wow, that 
was really awesome." That feels good. So yeah, we know you're doing some 
awesome. Come show it.

Jeff Carpenter: Awesome. Well, I think that's all we have to say about migration from relational 
to Cassandra. So until next time, this is Patrick and Jeff Distributed Data Show.
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