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Dr. Denise Gosnell: ... two years ago today at this conference that you inspired me and helped 

get me connected for writing the book that Matthias Broecheler and I are 
getting ready to publish in two months. So kind of a celebratory moment 
for us. Two-year little anniversary on that but- 

Jeff Carpenter: Virtual high five, real high five, you can hear it, slap and slap. You're alive in 
person. Hey, this is Jeff Carpenter. I'm here with Doctor Dr. Denise Gosnell, 
the newly anointed chief data officer at DataStax, and we're hanging out 
here in Austin, Texas, UT Austin, Data Day Texas. It's going to be a big day. 

Dr. Denise Gosnell: Yeah. Looking forward to this, Jeff. 

Jeff Carpenter: It's already pretty crazy. I know that you had some questions that you 
wanted to ask me. We like to flip the script every once in a while and let 
the interviewer become the interviewee. Mostly because I love to talk 
about myself. No, not really. I'm just kidding. We're actually going to talk 
about both of us. So we've both had book projects going on lately, and I 
know that you had some deep philosophical questions for me about 
reading books, learning more, meaning of life- 

Dr. Denise Gosnell: The meaning of life, oh, yeah. So, Jeff, I thought that it would be a very 
interesting conversation for us just because we both just came really deep 
from writing very technical books in code, but I found along the way that 
there's this really intricate overlap between understanding the human 
element of teaching. And I just kind of wanted to talk about that today. 
Specifically, I don't know, just thinking about how you keep that human 
element or bring the humanities into teaching STEM and you and I have a 
very interesting perspective to consider because we both just were so 
deep into doing our own content for the past year and a half or so. But 
when it comes to getting out in front of people and teaching, it does really 
bring out the human element of that. So I was curious just to kind of start, 
how have you made sure that when you're teaching people or that when 
you're walking people through learning about Cassandra, how you bring 
the human element to the conversation to help someone learn? 

Jeff Carpenter: Okay, number one thing is ... And I learned this from my co-author on the 
book, Eben Hewitt, who did the first edition of the O'Reilly book. And it was 
a great book, the first edition. It was five years old when I took over the job 
of rewriting it. So it was still a great book, but he was also like, "They 

 



 

 
 

should stop selling it because the APIs are so out of date." Anyway, one of 
the things that I learned from Eben is the importance of storytelling. So we 
humans relate to narrative, right? We want to understand beginning, 
middle, and end. We love the hero's journey, stories that follow that 
familiar pattern. And usually, when we're teaching somebody Cassandra or 
I guess any technology that they don't know yet, there's always the 
beginning points, there's a crisis. You need a technology to get your job 
done; you have to learn it, you need to have people that help you along 
the way, et cetera, et cetera, et cetera. 

Jeff Carpenter: So for me, that's the number one element is that storytelling. Just to dive a 
little bit deeper on this point, one of the criticisms that I got, I do read all of 
my book reviews on Amazon. These come through, some of them wound 
me deeply. Just kidding. But one of the things that I got out of one of the 
reviewers is that whether he or she was right. I don't actually know very 
much about the identity of this reviewer. Basically said they were a couple 
of chapters in the second edition of the book that were, I don't know what 
to say like more reference manual. Kind of formulaic. 

Jeff Carpenter: In other words, no story. In other words, I could've gotten this material from 
the DataStax doc site. They may not admit it that strongly, but that's how I 
read it, and I was like, "I'm not doing that again." When I update this book 
this time, I am telling the story, and it doesn't have to be ... I don't mean 
there's wizards and goblins and crap. I just mean like there's a story of I'm 
building a system that manages reservations. So that's the thread that I'm 
pulling on throughout the whole book. Okay. So I went on for a long time 
there. I'm going to let you respond. Sorry. 

Dr. Denise Gosnell: No, Jeff, I really appreciate hearing that from you because I don't know if 
you remember, it was literally two years ago today at this conference that 
you inspired me and helped get me connected for writing the book that 
Matthias Broecheler and I are getting ready to publish in two months. So 
kind of a celebratory moment for us two-year little anniversary on that but- 

Jeff Carpenter: Virtual high five, real high five. You can hear it, slap, and slap. You're alive 
in person. 

Dr. Denise Gosnell: ... I couldn't agree more with your first point that storytelling is one of the 
major backbones that you need when you write a book. And that is also 
one of the threads that we carried throughout the book that we're writing, 
which is using graph data in Apache Cassandra. But I love to follow that up 
though with not necessarily just the hero's journey where everything feels 
perfect. I like to follow that up with letting people fail and showing people 
how to learn from failure. And that is a pattern that we are putting out in 
our book. And so we have four use cases we teach, and in each of the use 
cases, the first chapter ends on a big error or a problem, and then the 

 



 

 
 

second chapter shows you how to fix it to make it production worthy and 
production quality. 

Jeff Carpenter: So, it's kind of a cliffhanger as well. 

Dr. Denise Gosnell: Potentially, so I don't know if the readers are going to get mad at us 
because we leave them with unsolved problems at the end of the chapter. 

Jeff Carpenter: Yeah. I don't know either. I don't want to burst your bubble or deter you in 
any way, but there was a workshop that we did where there was a lot of 
leading people down blind alleys and then giving them the answer, and I 
wondered about it. I didn't actually get any blowback from the audience, 
but after having taught it three or four times, I was like, "Is this a thing that 
people are going to get tired of or not?" Maybe not. It might just be 
something that kind of like really keeps the interest. 

Dr. Denise Gosnell: It'll be interesting to see how that plays out. I feel like with graph 
technology and trying to figure out how to solve really complex problems 
with graph data and graph queries, the number one first experience any 
user gets is that it's not working, and I've made a mistake. And so what I 
really wanted to do was to coach people through that experience and not 
make them feel afraid of the keyboard that you're going to write a query 
that's going to end up doing something pretty bad that you didn't expect, 
but then kind of talk you through the mentality and the pieces you need to 
look for to eventually do solve your problem. 

Jeff Carpenter: Well, yeah, so that gets to an interesting philosophy, I guess of what are 
you trying to do? I'm in a mode where Cassandra is an established 
technology. Historically, it's been known as something that is fairly difficult. 
Maybe not necessarily the user as an application developer, but definitely 
to run and configure and maintain as an operator. So my mindset is always 
how can I remove complexity? How can I make this seem easy? How can I 
set people up for success? And hopefully, that's not just like smoke and 
mirrors kind of stuff in the way that I ... I don't know, set up an exercise, but 
hopefully, it's actually based on real usability features of the tech itself. 

Jeff Carpenter: However, I definitely see that as a ... What is that word, pedagogical like a 
new learning technique where you set someone up, you say, "Okay, try to 
solve this. Oh, there's a problem. What are you the student going to do?" 
And after those first few seconds of blind panic stayed away, then they 
start pulling themselves up by their bootstraps and figuring it out. And 
yeah, you might come alongside and help or do you come alongside and 
throw them out? I don't know. 

Dr. Denise Gosnell: We do come alongside and solve the problems, but I don't know if you see 
this, but from the perspective that I'm gaining for both of what we're doing 

 



 

 
 

with our books and how we'd like to teach people we're really coming from 
this foundation of trying to establish trust with our readers. Stories are 
really important. Making sure that they can solve complex problems is very 
important. The two technologies we're working with are different stages. 
So from my perspective, I'm just trying to help people understand how to 
problem solve. I would love to get to the state that you just described with 
making it a little bit easier, but I don't think that we're there yet within 
graph data within Cassandra. But I don't know, what are you- 

Jeff Carpenter: Somewhere someone's shaking their head at me saying, "You're talking as 
if Cassandra data modeling is easy." And there are proven techniques and 
patterns, but is it an entirely solved problem that can be fully automated? 
Well, watch this space. 

Dr. Denise Gosnell: Yeah, that's true. Personally, I was very invested in just kind of 
understanding your book journey and how you are connecting with your 
readers, especially within that intersection of bringing that human element 
out. So we've mentioned storytelling, we've mentioned coaching through 
failure, there's this underlying of trust. What else do you do? 

Jeff Carpenter: I’m not going to claim this is a solved problem for me either. I'm 
experimenting with some things. So, for example, I'll be giving a talk today 
here at Data Day Texas, which is focused on getting to know Apache 
Cassandra 4.0. I will not hide the fact that I liberally lifted content from the 
new edition of the book because it's some of that content that helps tell 
the story. So what I'm trying to do with my talk is, "Okay, you've heard, you 
may be seen like the bulletized list of what's in a 4.0 Release. Let's look at 
what the user experience of these features is. How do you configure it? 
Some of these features are not on by default. How do you turn them on? 
How do you configure them? What does it look like from a CQL 
perspective to interact? How does this affect Cassandra query language 
queries that you make which-?" 

Dr. Denise Gosnell: But it sounds like you're solely focused ... And I completely agree with this 
focus, but that you're solely focused on making sure that you are really 
deep into understanding our experience in using Cassandra and 
understanding that the journey that a developer has to go on and making 
sure that you can teach them and coach them through that process. 

Jeff Carpenter: Right because I understand that my users are just as capable of reading a 
doc, right? 

Dr. Denise Gosnell: Yeah. 

Jeff Carpenter: The docs page as I am. So what am I actually bringing to and helping 
them? Well, I think there's a curation, I'm saying, "These are the important 

 



 

 
 

things or the most important things that you should know. Here's the order 
in which you apply them in order to get real work done." I'm not saying I've 
nailed it or done it perfectly, even in a presentation later. That's my 
philosophy of what I'm trying to do. 

Dr. Denise Gosnell: But, that's actually a beautiful problem that you just outlined. The 
difference between what you'd go to the docs for versus why you would 
read a book or why you would go to a workshop or even attend a talk 

Jeff Carpenter: Or why you would watch a five minute YouTube video with somebody 
drawing on a whiteboard. I want to start doing more, though, because 
that's a valid learning mode. 

Dr. Denise Gosnell: So let's take data modeling as an example and can you give us maybe a 
specific way that you would look at the topic of data modeling and what 
would belong in a doc, what would belong in a talk or what would belong 
in some other mediums so that we really understand what the user's going 
to for each of those sources. Just to bring out that idea of how we're really 
focusing on the user journey and the user experience with teaching about 
Cassandra. 

Jeff Carpenter: Okay. Wow! So one of the funny things is data modeling being something 
that has so much art to it, there's only really a little bit of documentation. If 
you go to the DataStax doc site or if you go to the Cassandra documents, 
my publisher O'Reilly who was very generous. So when Nate and Nicole 
asked if we could donate the Cassandra data modeling chapter from the 
book to the Apache docs site for Cassandra, O'Reilly said, "Yes." So that's 
actually out there. So this is a case where what the documentation is and 
how I teach things have actually converged on each other. However, from 
a straight-up docs perspective, like a reference manual perspective, you're 
not going to find a lot on data modeling. What that's going to look like is a 
lot about how does Cassandra represent data, what is a primary key, how 
does it consist of a partition key in clustering columns and how do you 
select those. But then there's a whole set of ... I don't know, wisdom and 
best practices that come around it that is a little bit harder to write about in 
a reference manual for now. 

Dr. Denise Gosnell: Exactly. So if I'm understanding this example, maybe there is data that one 
of your users is wanting to model, and they have this conceptual idea of 
what this table is going to look like. The difference between what goes 
into a doc versus what you would look for to a Booker or other content you 
create is that the content that is in a book or in your talks is helping you 
understand the concepts and walk through mentally how to solve this 
problem and then once you've identified the problem you're solving, go to 
the docs to get the code because then that's exactly when you know what 

 



 

 
 

your partition key needs to be, et cetera. Is that how you would look at this 
space? 

Jeff Carpenter: Exactly. And I have one more question for you on this, which is I've noticed 
a challenge where there's a risk in taking this approach that's an example 
based approach, which is sometimes in order to demonstrate all of the 
features you find yourself doing silly things. So I have this reservation data 
model from the book, and I got killed by another reviewer on Amazon 
because I didn't have enough coverage or hardly any coverage of static 
columns and it's because I didn't really need a static column in my data 
model and it turns out you don't really need static columns that often. They 
can be very useful in particular instances. So here's my question, sorry. 

Dr. Denise Gosnell: That's okay. 

Jeff Carpenter: Do you find yourself in that predicament when teaching graph? 

Dr. Denise Gosnell: I know that I'm going to find myself in that exact predicament that you just 
outlined when my readers read the book, and they walk through our 
examples. That exact predicament is that the examples that we go through 
do not cover the full plethora of what you can do with DataStax graph in 
Cassandra. We focused squarely on "I have a problem" and "I'm going to 
show you the backbone of techniques to solve that problem." And those 
are more of the common approaches that I have done and seen with the 
hundreds of customers I've worked with around the world to where once 
you get beyond that main template, that's when you can start to customize 
according to your dataset or if you need to collections or if you're going to 
need a search index on your Vertex label, these types of things. But we 
don't go into that because from my perspective and from the editor 
reviews that we had at O'Reilly if it fell into the column of once I know 
that's my problem, and I can go to DataStax documentation for it, that 
shouldn't be in the DataStax graph book. 

Jeff Carpenter: Oh, good, so then you have a framework? All right 

Dr. Denise Gosnell: Right. So we're presenting a framework on how to solve problems, and 
once you want to start getting specific and add in bells and whistles, go to 
the documentation to learn about geospatial index queries and how to use 
search within vertices and edges and things like that. And we wanted to 
focus on educating people around a specific business problem and how to 
shape your queries and your data to make it work. 

Jeff Carpenter: Right. So I'm going to make a totally imperfect analogy here based on a 
podcast that I was listening to earlier. So, okay, gr, token, rights, Lord Of 
The Rings trilogy, right? And then his son is super interested in Christopher 
Tolkien and super interested in the Canon and all this stuff and spends a 

 



 

 
 

significant amount of time over the next several decades assembling the 
thousand pages of random content and forming it into the rest of the story, 
I guess. Right. That surrounds the major epic. I don't know if somebody is 
going to be doing that for you or? 

Dr. Denise Gosnell: I would love to work with the community and to keep building upon these 
foundational templates that we put out in our book, it'd be awesome. 

Dr. Denise Gosnell: I think for the community, I think that there's a lot that we can do to build 
upon them, especially given that we have found these common 
convergent examples that people are using real-time transactional graphs 
for, but to your point, yeah it really does slim and go straight forward the 
requirements, and it misses the full feature functionality. But as a graph 
user, that's what I personally found to be more useful. So I'm looking 
forward to the reviews and people can let me know on Amazon and I'll 
read them all. 

Jeff Carpenter: That's right. Well, just remember this Denise, haters going to hate, but 
you're also going to get a lot of luck. It's a fantastic book, and I'm really 
looking forward to reading it myself. I was eyeing David Gilardi's early 
release copy earlier with eyes of envy and wondering when I can get my 
own, so. 

Dr. Denise Gosnell: All right. I'll make sure to get you on, but thank you, Jeff, and I'm excited for 
your book too, so we should do like a book release party probably at 
Accelerate May. 

Jeff Carpenter: Yeah, let's go for it. Really trying to get things done by then. We made it 
today. We didn't make it all the way to the meaning of life. We made it as 
far as token, but I think that that's probably far enough. 

Dr. Denise Gosnell: That is fair enough. I mean, that's quite the journey to have covered, and 
then that sets you up on a whole other path, so. 

Jeff Carpenter: Perfect. Well, thanks very much, Denise, and we'll see you next time on the 
Distributed Data show. 

Dr. Denise Gosnell: Thanks, Jeff. 

 

 


