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FIGURE 1: Choosing and Combining the Right Databases 
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• Clearly define the workloads to be addressed and identify their key requirements.

• Look for data management products that are aimed at those workloads; in this case, products that can 

process large amounts of data quickly and products that can provide scalable data warehouse support.

• Narrow down the list to a few key providers, taking into account the history, reputation, and business viability 

of each provider.

• Consider how these providers' products may be used together to deliver the overall solution.

• Research the availability of talent that can support the proposed technology solution.

Key Takeaways

• Distinct workloads are emerging as the IT world evolves and digital transformation progresses.

• Each workload demands specific qualities in a data management system, and those qualities are 

further refined by the specific requirements of the user.

• In many cases, data management technologies can be combined or used synergistically to achieve what no 

one technology is designed to do on its own.

• In the class of problem described here, we are looking for database technologies that can be combined to 

provide scalable, high-speed data management as well as complex data warehousing support.

Recommended Actions

In facing the confusing and daunting demands of digital transformation, enterprises  
are examining database technologies that can support extreme scalability,  
high performance, and flexible operations. Yet workloads can be very different,  
so the technology must be chosen carefully to address the problem at hand. 
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Introduction 
The data management landscape can be very confusing. Many vendors, with very different technologies, make 
competing claims in a wide variety of use cases. This makes it hard to determine which technologies address which 
problem areas the best. While a wide range of technologies can be used to do a variety of jobs at a basic level, specialized 
technologies are usually best when dealing with tasks that require specific functionality. These specialized technologies 
can operate with a high degree of precision on large volumes of data and feature scalability, data structure flexibility, 
integrity, or some combination of these advantages (see Figure 1). 

In this document, we consider three types of workloads for databases: operational, streaming, and analytical. 

Operational Workloads 

Operational workloads are concerned with receiving and managing data dynamically. The types of operations involved 
include transactional and interactive. Transactions are formal units of work used for recording the data of record. 
Interactive operations are less formal and more flexible, and they often involve engaging with users. 

Streaming Workloads 

Streaming data is received from a sender, which may be an application, a service, or some external source, and must be 
ingested and processed very quickly. Streaming data places a performance demand on the database that other forms of 
data do not. This enables immediate decisioning and can be called the "fast lane" of operational analytics. 

Analytical Workloads 

Informing future decisions often requires data to be collected and presented in a form that supports formal query or other 
kinds of data analytics. Such data may be historical in nature and combined with recent or even active data in a data 
warehouse for analysis. This enables longer-term, strategic decision making and can be called the "smart lane" of analytics. 

In considering the problem of ingesting large amounts of data at high rates of speed and then making that data available 
for analysis in a data warehouse context, we can narrow the range to two specific classes of database management 
systems (DBMSs): NoSQL databases for data rapid data insertion and modification for operational purposes and  
analytic relational database systems for data warehouse support. 

Differences and Similarities 

It would be a mistake to think that all data for an enterprise should be kept in a single database. It is both operationally 
impractical, introducing inflexible operations, and dangerous, in that small faults can pervade the entire data 
environment. Standardizing all databases on a single DBMS may be a good choice in some cases, but for most, the likely 
best choice is one that embraces a single core database management system with multiple more specialized database 
management systems optimized for use cases that the core DBMS serves less well. 

Specifically, databases optimized to provide excellent operational efficiency may not be the best choice for complex 
business data analytics, reporting, and data science work. The relational data model was developed as a means of 
managing data in such a way that any valid query against the data can be answered in a consistent manner without any 
prior knowledge of what queries might be posed. The technology required to do this is often at variance with that 
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required for efficient operational data management. Consequently, it makes sense to use an operationally optimized 
database for operational data and an analytic platform, such as a data warehouse, for analytic data. 

On Premises or in the Cloud 
Because some database workloads involve data that has operational dependency on data in other databases, that set of 
databases may need to be kept together. If some of that data needs to be local to the physical plant of the enterprise, 
those databases may need to remain on premises. If performance is critical, the ability to control and fine-tune the 
physical environment of an operational database may necessitate keeping that database on premises. In addition, some 
data is required by contract or regulation to remain under the physical control of the enterprise. Even databases that 
would be eligible for movement to the public cloud may need to remain on premises until all the interdependent 
applications and databases are also ready to move. 

A common pattern has emerged that involves maintaining operational data on premises but sending data extracted for 
analytic purposes to a cloud-based data warehouse. This make sense because the operational system is consistent in its 
use of resources and so offers relatively less savings from a cloud migration, while analytic data workloads vary in terms 
of resources required and are better suited for implementation in a pay-as-you-go environment.    

Cloud-Native DBMSs 

The dramatic growth in interest in deploying databases in the cloud has stimulated developments optimized for  
cloud-based operations, particularly at the storage level, to exploit the dynamism, elastic scalability, and virtual nature  
of cloud services. Cloud-native databases are now offered, not according to the old on-premises license and support 
contract models, but as subscribed services, often with full software and system support baked into the contract. 

Not all DBMSs that are offered in the cloud are cloud native. To be truly considered cloud native, a DBMS must have the 
following characteristics: 

» Dynamically allocates and deallocates compute and storage resources, supporting pay-as-you-go billing  

» Operates in a way that insulates the user, including the database administrator (DBA), from the existence of specific 
compute or storage systems, treating those systems simply as fungible resources 

» Requires no operating system–level setup specific to Linux or Windows but leaves all operational settings at an 
abstract level 

» Runs as a cloud-native service, taking advantage of the services of a cloud environment rather than operating as an 
imitation of an on-premises deployment, such as a virtual machine 

Synergies 

One approach to the challenge of choosing from available cloud database technologies might be to establish a functional 
foundation of operational data management, based on NoSQL technology that is deployed either conventionally or in a 
private cloud configuration. In parallel, a data analytics environment based on a data warehouse platform can run in the 
public cloud. This approach would yield the best of both worlds: an operational platform under direct user control and a 
data warehouse running in a scalable manner that allows the user to pay for only what is used. 
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Benefits  
The following are benefits of implementing the aforementioned configuration:  

» Operational databases on premises enable precise control over the operation of the database in cases where 
performance is key or where data must be kept under direct user control for some legal reason. 

» Operational databases in the cloud provide flexibility for variable workloads. The cloud is a favored platform for test 
databases because they can be spun up and down at will.  

» Operational functionality should be capable of processing streaming data, both ingesting it for operational 
purposes and delivering it to an analytic database for real-time decision support. 

» Data warehouse in the cloud enables dynamic scaling while paying for only resources actually used.  

Considerations 
There are many data management options in the proprietary and open source realms, and both relational and NoSQL 
technologies may be applied to either operational or analytic workloads, on premises or in the cloud. Before making any 
commitment to particular database technologies, enterprises must navigate the options and choose the right combination 
of factors for each problem space. Many enterprises will choose some mixture of technologies, depending on the unique 
requirements of each. For a large portion of enterprises, especially those deploying new operational applications and 
seeking the flexibility and scalability of the cloud, combinations such as those described herein should be attractive.  

Trends  
This section discusses the trends that are impacting the data management landscape and that enterprises should 
consider when evaluating future data management technologies. 

Multimodel Databases 

Increasingly, as data environments have become more complex and databases have become more interdependent,  
data movement and tracking software systems have become ubiquitous, yet they can also be error prone. Small human 
errors can result in mismatched or out-of-date data being used in analytic projects. In some cases, the integrity of data 
depends on its being kept together with other data, even if that other data is in a different database model. To deal with 
these problems, some database software vendors have developed multimodel capabilities to allow data in different 
models to be kept together, ensuring their integrity and eliminating data movement. In nearly all cases, the product in 
question has a primary model (the one underlying its principal use patterns) and other models that are also supported. 
Such models may include document, key value, and graph data. 

Streaming Data 

Data is coming in from external sources, and from Internet of Things (IoT) devices on the edge, that require high-speed 
ingestion and often also require analytics and operational processing that can keep up with the pace of the data flow. 
This will be increasingly critical to business success in a variety of areas. 
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Artificial Intelligence and Machine Learning 

IDC expects an increasing use of artificial intelligence (AI) in applications, driven by continuous machine learning (ML) 
operations. This means that the "training data," which drives ML, must be available and in the right format for ingestion 
according to the AI/ML schedule. Delivering and, in some cases, aiding in the building of appropriate AI/ML algorithms 
are expected to be key elements of data management technologies moving forward. Typically, AI/ML data is managed in 
analytic systems, but the results from a trained model are used in operational systems. Here a synergy between 
operational and analytical databases is clear and necessary. 

Conclusion 
In a highly dynamic business environment, having the right configuration of database 
technologies can be critical. Failing to coordinate database contents can cost time and 
money, but bringing the right elements together can enable an enterprise to work both 
faster and smarter.  

Key factors in addressing in this challenge are ensuring that the right elements are in 
place to act as operational, streaming, and analytic centers of functionality and 
integrating the three in a manner that is coherent and delivers consistent high 
performance. This approach must be integrated into a cloud strategy that fits the needs of the enterprise. 

Enterprises seeking to make the most of their database resources should consider the following: 

» Determine the level of flexibility needed for operational data management and select a database management 
system accordingly. 

» Look for data management solutions that feature integrated streaming data management and ingest functions to 
ensure "fast lane" capability. 

» Select a database management system that satisfies all the analytic needs of the enterprise both now and in the 
future to make the "smart lane" work for you. 

» Develop a plan for cloud deployment that makes sense for the enterprise at each level, even if this plan may 
require some years to implement. 

» Make sure the technologies that you select will work together and that you can get the appropriate level of 
professional help to make the solution work. 

 

Failing to coordinate 
database contents 
can cost time and 
money. 
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