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The transformation of traditional OLTP and OLAP drives a new modern data framework, 
particularly in the analytic space of NoSQL and extremely large data estates. How 
megatrends like 5G, multi-cloud, and edge computing open up new business use cases 
and increase the value data insights brings to customers leads the investment in 
modernizing data frameworks. 

Different use cases require different data shapes, or data model types, and to get real time 
insights technology leaders can’t let ETL processing slow down the business.  This 
modernization phases in new capabilities that modernize the business through a 
modernization of the data framework. 

Traditional OLAP requires additional storage and ETL time. Modern OLAP can use a semantic 
layer that is based on just-in-time access to data from multiple datastores - which is possible 
because of faster networks, increased memory, and faster data stores. The modern approach 
to OLAP can rely on data virtualization and data-as-a-service offerings that don't require 
additional storage. When supporting OLAP, there are several options for storing raw data and 
transaction data. Instead of writing OLAP data into relational data stores, transactions can be 
written directly to a fast data store such as Apache Cassandra. Data can be pipelined into an 
operational data that’s based on Apache Cassandra, and data can be pipelined into an 
Apache Cassandra based data lake.  
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Background 

 

 

 

Data stores are repositories for persisting and managing data. Common 
electronic data stores include file systems, email storage, and 
databases. Databases have evolved from relational databases to include 
new NoSQL variants such as wide column, document, and graph stores.  

 

Changes in data store characteristics requirements such as data types and data granularity 
are an impetus to reconsider the best choices of data stores to support modern 
applications, new sophisticated users, and modern systems.  

Traditional applications primarily function as stovepipes using a traditional three-tier model 
of a presentation tier, a business tier, and a data tier. The data store used in a traditional 
application is typically a relational database or a legacy mainframe data store. The big data 
explosion spurred the adoption of new NoSQL data stores. Traditional data stores are 
optimized for either online transactional processing (OLTP) or online analytical processing 
(OLAP). Unfortunately, there are not many emerging patterns on how NoSQL and 
OLTP/OLAP work together.  

OLTP refers to data processing that is focused on transaction-oriented tasks that typically 
involve creating, updating, deleting, or reading data (CRUD). OLTP data stores typically 
require high availability due to the business drivers. OLTP transactions typically must be 
accurate, consistent, isolated, and durable (ACID). OLAP refers to data processing that is 
focused on supporting business insights. OLAP data stores are optimized for querying, 
reports, and analytics. 
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Framework Overview 

 

 

 

The Modern Data Framework seeks to answer the following questions:  

What is the best data store for big data OLTP?  

What is the best data store for big data OLAP? Is OLAP still relevant? 

Modern IT infrastructures have new features such as cloud resources across many cloud 
service providers, access to large amounts of RAM, and access to fast networks with large 
bandwidths. These features enable architects and designers to utilize new techniques for 
accessing, storing, and managing data.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

FIGURE 1  Modern Data Framework 
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Data Layer 

Traditionally, a relational database stores an application’s transactions. A NoSQL data 
store is typically required if the size, speed, or variety of the data stored in a traditional 
relational database exceeds the boundary of the relational database’s limits - either speed 
of accessing data or size of data being stored. Apache Cassandra is a robust data store 
that facilitates limitless growth. 

Often an operational data store (ODS) is used for operational reporting, data warehouses, or 
other downstream decision support systems (DSS). An ODS is typically a read-only data store 
and is often sourced from multiple transactional data stores. The ODS consists of low-level, 
low-granular, atomic data transactions, which is useful as the source system for downstream 
analytics, models, and data warehouses. Apache Cassandra shines as an ODS since no other 
data store technology supports faster writes from multiple sources. Cassandra also enables 
multi-cloud capabilities out of the box including the ability to run on prem + one or more clouds. 

A newcomer to the modern data landscape is the data lake, which is a repository of data 
stored in its raw format – typically consisting of structured, semi-structured, or 
non-structured data. Data lakes typically support the concept of “schema on read”, which 
enables a schema to be defined for data that has already been persisted in the data store. 
OLTP relies on hot data storage that requires millisecond response times; whereas, OLAP 
relies on cold storage that has data access delays from seconds to hours. DataStax 
supports a multi-model database based on Apache Cassandra that will support many 
features of an enterprise data lake.  

Semantic Layer 

Modern technology and techniques enable architects and designers to define new data 
constructs that shield applications and users from the complexities of the data store. 
Application programming interfaces (APIs) provide access to data using standard protocols. 
Data virtualization provides a single endpoint to disparate data that may be scattered across 
various data sources. Modern data warehouses forego older multi-dimensional models for 
tabular database models that rely on memory. A common feature of the semantic layer is 
that data is typically not stored in the semantic layer – instead, the data remains in the 
authoritative data store. The semantic layer relies on increased network speed, increased 
network bandwidth, and increased memory.  

DataStax helps to support the semantic layer by being able to quickly retrieve data from a 
data store based on Apache Cassandra. Developers have multiple methods of access to the 
data store via technology such as Stargate, which is a data gateway between application 
endpoints and the data store. Stargate enables access to data via various methods such as 
CQL, REST API, and GraphQL. Additional data lake capabilities can be provided via Stargate 
such as a Hive interface, which could facilitate schema-on-read capability.  
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Conclusion 

 

 

 

Modern applications rely on data stores that are increasingly entering the realm of big data. 
Big data stores rely on NoSQL and data models such as key-value pair, wide-column, 
document, and graph stores. Architects and designers are using semantic layers between 
applications and data stores. The semantic layer provides new methods to access data 
that hide the complexity of the data store and make use of advances in memory and 
network technologies. DataStax is the best choice for supporting the modern data 
framework. DataStax makes hybrid and public cloud data management easy for enterprises 
to build and deploy modern data applications. Whether migrating to the cloud, fully 
cloud-native or somewhere in between, standardize with a real-time operational data layer 
so you can focus on innovation. DataStax is built on open source Apache Cassandra, which 
powers Netflix, Instagram, Uber and the ‘best of the internet’, and DataStax Enterprise is 
hardened by over 500 of the most demanding enterprises including half of the Fortune 100. 
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